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Today's Agenda

● Background
● Why LLM Interpretability is Important
● Anthropic & OpenAI
● Paper Walkthrough
● Closing Thoughts



Why Is This Important?

AI Alignment -> 

Safety -> 

Fairness / Bias -> 

Overall Better LLM Understanding - >
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Vocab Check
There’s a lot of domain specific vernacular here, so let’s break it down

monosemantic features
a single, clear, and unambiguous 
meaning. In other words, each 
monosemantic feature is associated with 
one specific concept or function, without 
any overlap with other concepts or 
functions.

Sparse Auto-Encoders
the SAE is trained to use only a few 
features at a time, making it focus on the 
most important parts. SAE’s allow 
decomposition of model activations into 
interpretable components.

Top Activations
how strongly a particular feature 
responds when the model (Claude 3 
Sonnet) processes text. This refers to the 
highest level of activation a specific feature 
reaches within the model when processing 
a dataset.



Experiment Details Middle Layer Focus

Use of Sparse Auto-Encoders

Model Sizes

Goal: Decompose model activations into interpretable components.
Method: Use a sparse autoencoder (SAE) with:

● Encoder: Transforms activations to high-dimensional features.
● Decoder: Reconstructs original activations from features.

Training: Minimize reconstruction error and enforce sparsity with L1 
regularization, ensuring only a few features are active for any input.

Focus: Middle layer residual stream activations.
Results:

● Active features per token < 300.
● Explained 65%+ variance in activations.
● Proportion of inactive features: 2% (1M), 35% (4M), 65% (34M).

Models: Trained SAEs with ~1M, ~4M, and ~34M 
features.

https://www.researchgate.net/figure/The-architecture-of-stacked-sparse-auto-encoder_fig1_352975475 

Scaling Laws on Training SAE’s
Optimization: The study aimed to find the best way to allocate 
computational resources for training the SAE.

● Loss decreases with more compute, following a power law.
● Optimal features and training steps also scale as power laws.
● Optimal learning rates decrease as compute budget increases.

https://www.researchgate.net/figure/The-architecture-of-stacked-sparse-auto-encoder_fig1_352975475




Experiment Results

SAE Model Results

1M Features SAE: 
~ 1,048,576 features.

4M Features SAE: 
~ 4,194,304 features.

34M Features SAE: 
~ 33,554,432 features.

https://transformer-circuits.pub/2024/scaling-monosemanticity/features/index.html?featureId=34M_31164353 

https://transformer-circuits.pub/2024/scaling-monosemanticity/features/index.html?featureId=34M_31164353


Assessing Feature Interpretability

Specificity Sophisticated Features

Features vs. Neurons

Measuring how well a feature’s activation 
corresponds to a concept in text is difficult, especially 
for abstract features. The most impactful activations on 
model behavior are the strong ones, which show high 
specificity. Further investigation is needed to improve 
specificity and better quantify feature sensitivity, 
especially for abstract features.

Influences on Behavior
Feature steering to test how specific features 
influence the model's behavior by artificially setting 
these features to high or low values during the 
model's forward pass. These experiments show that the 
interpretations of the features accurately reflect their 
influence on the model’s behavior. This consistency 
suggests that understanding and manipulating these 
features can control and predict the model’s responses.

SImple vs Sophisticated. Initial features in Claude 3 
Sonnet were simple, corresponding to common nouns in 
specific contexts, while the more advanced model 
contains features demonstrating deeper understanding. 
These sophisticated features indicate a deep 
understanding of complex concepts like programming 
errors and function operations, significantly influencing 
the model's behavior when manipulated.

Question: Are the feature directions identified by 
sparse autoencoders (SAEs) more interpretable than 
the neurons of the model, or are they distinct? SAE 
features are more interpretable and specific than 
individual neurons in the model, supporting the 
usefulness of sparse autoencoders in understanding 
model behavior.



Feature Survey



Features As Computational Intermediates

TLDR:

Features help us see 
how a model works 
internally to produce an 
output. By looking at 
specific features, we can 
understand the 
intermediate steps the 
model takes. 

Methods 1.) Attributions 
These show the effect of turning off a feature at a specific point on the 
model's next prediction. This is a quick way to see which features might 
be important.

2.) Feature Ablations 
This involves setting a feature’s value to zero at a specific point and 
measuring the impact on the model's output. This method is more detailed 
but slower because it requires more processing.



Searching for Specific Features

Challenge:

With too many features 
in SAEs to inspect 
exhaustively, methods 
were developed to 
search for features of 
particular interest, such 
as those relevant for 
safety or understanding 
model computations.

Single Prompts 
Targeted prompts were used to activate features related to specific concepts. 
Automated interpretability labels helped quickly identify what each feature 
represents.

Prompt Combinations 

Sets of prompts, including complementary negative prompts, filtered features 
related to specific concepts while excluding unrelated details.

Geometric Methods 

Inspecting the nearest neighbor features with high cosine similarity to features 
of interest revealed additional significant features.

Attribution 
Features were selected based on their estimated effect on model outputs, such 
as the logit difference between possible next-token completions. This method 
was crucial for identifying computationally relevant features and those 
contributing to refusals for harmful queries.



Safety-Relevant Features

Background Implications Conclusion

Powerful language models can 
cause harm through misuse, 
biased outputs, or misaligned 
objectives. Mechanistic 
interpretability aims to mitigate 
these risks by understanding 
model behaviors.

Caution: The mere existence of these 
features doesn't necessarily increase the 
model's danger but highlights the need 
to study when and how they activate.

Future Use: Access to such features 
could help analyze and ensure model 
safety by detecting and preventing 
harmful behaviors.

The identification of 
safety-relevant features provides a 
foundation for future work to 
establish their utility in ensuring 
model safety and understanding 
complex model behaviors.

WWGHD???



Discussion & Related Work

● Safety Implications
● Generalization and Safety
● Limitations and Challenges

● THEORY OF SUPERPOSITION
● Dictionary learning
● Disentanglement
● Sparse Feature Circuits
● Activation Steering
● Safety

○ Bias/Fairness, 
○ Truthfulness / Honesty / Confidence
○ World Models
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Key Takeaways

Dat
● It’s very clear it’s still early days in interpretability, and more research will continue 
● Experiment: Try this on open source models

Vibhu
● We need more people to build and implement versions of this. 
● How can we apply this to other domains like stable diffusion or deep fake detection?
● Thought experiment - can we find a feature for “hallucinations” and clamp it down to 0? How would we approach this? (FT?)

Sai
● Both papers emphasize the importance of scalable training methods for sparse autoencoders, which seem to be crucial for 

extracting meaningful features from large language models. Sure the idea is cool right now, but not quite implementable
● Future research directions

○ Techniques to prevent dead latents and ensure that all features are actively contributing -> leads to much more robust and 
capable models. Could reduce the need for an increase in parameters for new models

○ Applying sparse autoencoder techniques to other data modalities, such as images, audio, and video, to investigate the 
generalizability of these methods across different types of data
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Resources
● Scaling Monosemanticity: Extracting Interpretable Features from Claude 3 Sonnet

○ https://transformer-circuits.pub/2024/scaling-monosemanticity/ 
● Towards Monosemanticity: Decomposing Language Models With Dictionary Learning

○ https://transformer-circuits.pub/2023/monosemantic-features/index.html 
● Extracting Concepts from GPT4

○ https://openai.com/index/extracting-concepts-from-gpt-4/ 

https://transformer-circuits.pub/2024/scaling-monosemanticity/
https://transformer-circuits.pub/2023/monosemantic-features/index.html
https://openai.com/index/extracting-concepts-from-gpt-4/
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