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AI Industry Updates
● [Apr 30] DeepSeek ships Prover V2, a 671-B MoE model for formal 

maths proofs, on Hugging Face
● [Apr 29] Meta launches the Llama API in limited preview at its 

first-ever “LlamaCon”
● [Apr 28] NTT Research creates a “Physics of AI” group to explore 

theoretical foundations of intelligence
● [Apr 17] Google launches Gemini 2.5 Flash (public preview) with a 

tunable “thinking-budget” knob for cost-latency control
● [Apr 16] OpenAI introduces two new reasoning models, o3 and 

o4-mini, targeting faster, cheaper inference workloads



Sleep-time Compute
Beyond Inference Scaling at Test-time
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Why We Care About Inference Cost
With the release of models like GPT-o1 and DeepSeek-R1, the 
industry’s focus has shifted from training-time scaling to test-time 
(inference-time) scaling.

Test-time compute is the compute used while the model is 
generating a response—this includes all reasoning, decoding, and 
token generation steps.

Test-time scaling means letting the model "think longer" or 
"reason deeper"—potentially leading to better answers.

The tradeoff:
● Each additional decode step = ⏳ longer latency for the user
● And 💰 higher GPU costs for the provider
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Introducing Sleep-time Compute

Key idea — shift compute to sleep time

1. Split each task into a static context and a dynamic query.

2. During idle periods, run the model on the context only → produce a learned 
context (summaries, symbolic facts, latent chains-of-thought).

3. At query time, feed the lightweight learned context + question, needing far 
fewer tokens of fresh reasoning.
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What happens under the hood 
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Sleep-time Compute
Where they tested it

● Stateful GSM-Symbolic & AIME: Two tough math-reasoning benchmarks (think “word 
problems for AIs”).

● new Multi-Query GSM variant: A new test that asks several related questions in a row to 
mimic real users.

Speed & cost win

● With the same answer quality, the model now spends only about one-fifth of the tokens (≈ 
5× cheaper and faster at reply time).

Accuracy upside

● If you keep paying the old token budget instead of cutting it, the answers get roughly 15 
percentage-points more correct.

Even better when questions are related

● Reusing the pre-computed “sleep-time” notes for follow-up questions drops cost another 
2–3x
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Phase Who Does the Work? What Happens? Where It’s Stored / Read From

1. Capture Context Logging / ETL job Collect the “slowly-changing” state your 
app cares about – e.g., full codebase, 
running conversation, product catalog

Raw Context Store (object storage / DB)

2. Sleep-Time 
Reasoning

Sleep Agent(large 
model, runs when GPUs 
are cheap)

• Break context into chunks• Generate 
deep chain-of-thought, symbolic facts, or 
embeddings• Compress into compact 
Learned Context

Memory Store(KV or vector DB with 
version tags)

3. Serve-Time Query Serve Agent(smaller / 
faster model)

• User query arrives• Pull just the relevant 
Learned Context• Combine with question 
in a short prompt• Produce answer in 
real-time

Reads from Memory Store – writes 
nothing unless context has drifted

4. Feedback & Drift 
Check

Monitor job • Does context change? (new code 
commit, new doc, conversation shifted?)• 
If yes, queue fresh Sleep-Agent run

Scheduler / queue

How It Works Under the Hood
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Industry Impact: Why Sleep-Time Compute Matters

● A New Axis of Intelligence
○ Beyond “bigger models” and “longer inference,” we now enable pre-thinking—offloading rich 

reasoning into compact memories.
○ Apps get smarter without sacrificing speed.

● Idle GPUs Become Strategic Assets
○ Nighttime GPU slack (often >40% unused) is repurposed for offline reasoning—yielding 

near-free accuracy gains and reducing daytime load spikes.
● Better Latency-Cost Trade-offs

○ Shift ~80–90% of compute off the critical path.
○ No longer forced to choose between fast and deep.

● Paves the Way for Stateful Agents
○ Agents can learn and refine over time, improving between sessions—bridging the gap to 

lifelong learning systems.
● Greener and More Cost-Efficient AI

○ Batch jobs at night → lower carbon impact, lower cost per query.



© All Rights Reserved |    We Make Models Work

New Latency-Cost Trade-off lever: Unlock “smart and snappy” user experiences by shifting 
heavy computation to background time—without blowing your GPU budget.

Stateful Architectures Are Essential: Sleep-time compute needs something to reason over. 
Durable memory (e.g., vector DBs, file caches, RAG stores) becomes foundational.

Predictability heuristic: Workflows with slowly evolving contexts (e.g., document Q&A, coding 
copilots) benefit most. Think: clustered, anticipatable queries.

Background-job scheduling becomes roadmap-critical (think cron-like cadences, cost ceilings, 
idle-GPU marketplaces).

Metrics to watch: background token spend vs. interactive token savings, hit-rate of reused 
learned context, and latency percentile improvements.

Product Takeaways
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Implementation Pattern

● Use a “Sleep Agent” (e.g., reasoning-capable 
model or something fine-tuned) during idle time to 
generate rich, reusable context (learned memory).

● Use a lightweight “Serve Agent” (e.g., 
GPT-4o-mini) for fast, low-latency real-time 
inference.

Memory Management

● Store learned context as structured memory 
blocks.

● Dynamically hydrate prompts with relevant blocks 
at query time based on context matching.

Efficient Resource Scheduling

● Run background jobs in batches, ideally on 
cheaper spot GPUs.

● Throttle updates based on context drift to avoid 
unnecessary recomputation.

Eng Playbook
Tuning for Quality

● More sleep-time tokens improve accuracy — shifting 
the Pareto frontier (accuracy vs. cost).

● Adjust depth of offline reasoning per domain or use 
case.

Tooling Requirements

● Background ETL pipelines to extract, compress, and 
store contextual knowledge.

● Traceability from learned facts back to raw data (for 
debugging and trust).

● Evaluation harnesses to measure total accuracy, 
latency, and cost trade-offs.
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Limitations & Open Questions
Context drift: learned memories age—how often to refresh?

Cost trade-off: offline tokens aren’t free; where’s the break-even?

Memory bloat: pruning & versioning strategies still ad-hoc.

Quality control: no standard metric for “good” offline reasoning.

Security: distilled summaries may leak sensitive data.

Scope: big gains only when queries share a stable context.


